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Executive Summary 
The path from FPGA prototype to custom ASIC silicon has long 
been a high-risk, ‘bet the company’ decision. Because of the 
risks involved, it is often out of reach for the small design teams 
driving much of the genuinely novel work in semiconductors. 
The classic process runs two years or longer, requires multiple 
vendor relationships, demands a back-end engineering team 
most startups cannot afford to hire, and concludes with a 
tape‑out budget approaching seven figures, all before the first 
piece of silicon comes back. For an investor-funded company, 
not to mention bootstrapped startups, that flow can be an 
existential decision.

We see something different taking shape inside 
GlobalFoundries. The integration of MIPS as a GlobalFoundries 
company in late 2025, paired with the announced acquisition  
of the Synopsys ARC Processor IP Solutions business (which 
has officially closed as of this brief) has produced what GF 
frames as a more comprehensive Physical AI offering. Design  
IP, system-on-chip (SoC) integration, foundry access, and 
software bring-up are now consolidating under a single 
accountable partner.

We call this the “Prototype-to-Product” path from software to 
silicon. The benefits compound across the iron triangle that 
innovators care about most: faster time, lower risk, lower cost. 
All driven through a single relationship to manage, instead of 
three or more.

The example we examine in this case study is Apex Compute, a 
Bay Area startup building a transformer-optimized accelerator 
for edge AI, led by founder Hasan Unlu. Apex moved from 
seed funding to shipping a working full-stack FPGA dev kit in 
under 10 months. The company is now positioned to tape out a 
productizable ASIC by the end of 2026. In this study, we break 
down how the MIPS and GlobalFoundries combination makes 
that timeline credible.

For Apex, the result will be an AI chip they can take to high-
volume markets that justify the move to custom silicon. For 
the broader market, we see this case as an example of how the 
legacy multi-vendor process is evolving, reducing the number of 
players while increasing accountability.
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The Challenge: Apex Compute 
and the Race to Productize 
Apex Compute is exactly the kind of company the integrated 
MIPS and GlobalFoundries offering is designed to serve. 
Founder Hasan Unlu spent three years at Intel working on image 
signal processors before joining the Tesla Autopilot team, where 
he worked across custom silicon, full self-driving models, and 
the full software stack for nearly a decade. He left Tesla in early 
2025 to start Apex, closed its seed round in June, and shipped 
a working FPGA prototype in under ten months. That speed to 
market not only typifies Unlu’s style but is also a requirement for 
survival in a rapidly evolving market.

The product is what Apex calls a unified engine: a compute 
architecture built from scratch that combines systolic arrays 
and vector processing into a single hardware substrate. It is 
optimized for the matrix multiplication, softmax, normalization, 
and data movement patterns that dominate GPT-class 
workloads. Apex claims the architecture delivers up to 20 times 
the efficiency of an NVIDIA Jetson at the edge. The current 
FPGA prototype runs full large language model workloads inside 
a five-watt envelope and ships with an open-source software 
stack that developers can download and run today.

That is the bar Apex has cleared, and while impressive, the next 
step is significantly more difficult. To compete in the robotics, 
autonomous vehicles, drones, smart cameras, and industrial 
IoT markets, Apex needs a real ASIC. The FPGA validates 
the architecture and enables rapid software iteration, but it 

operates at a fraction of the clock speed expected in production 
environments. Without the move to custom silicon, Apex 
remains a prototype company in a market full of customers who 
buy shipping product, not validated ideas.

The conventional way to make the jump to ASIC production runs 
through a design services firm, then a foundry, then a packaging 
partner, with the customer carrying all the integration risk. Two-
plus years is the historical baseline. Costs run into the millions. 
When the first silicon comes back with a problem, determining 
which vendor owns the fix can take months to resolve, while 
each party points at the other. This legacy flow is especially 
challenging for companies at Unlu’s stage, where speed is 
survival and every quarter of delay gives competitors time to 
catch up.

The volume math reinforces the urgency. To recoup the 
investment of moving to ASIC, Apex needs to sell at scale. 
Humanoid and industrial robotics are long-term targets, but 
meaningful volumes are expected two to three years out. In 
2027, the customers Apex needs are the connected device, 
dashcam, and IoT firms that already manage tens of millions 
of endpoints today, many of whom do not yet appreciate what 
local generative inference could unlock for their installed 
base. One connectivity firm Apex spoke with reported actively 
managing roughly forty million connected devices, mostly 
automotive telemetry endpoints, with no current local inference 
capability. That is the customer profile Apex needs to be ready 
for. Apex has to be available at scale and in reference designs 
before that demand becomes obvious. That is what the FPGA-
to-ASIC transition has to deliver, and it has to deliver soon.
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The Process: How MIPS and 
GlobalFoundries Compress  
the Path
Software to Silicon, on a RISC-V Foundation

The chassis MIPS delivers around the Apex unified engine is 
built on RISC-V. The MIPS RISC-V CPU complex provides the 
application processors, the boot path, and the standards-based 
software environment, including Linux, drivers, runtime, and the 
application framework, that customers can develop against 
from day one. The announced ARC Processor IP Solutions 
acquisition, expected to be closed at publication of this brief, 
will further extend this internal catalog. ARC adds CPU IP 
across high-performance, mid-range, and ultra-low power tiers, 
plus DSP and neural processing unit cores, and the application-
specific instruction set processor tools that let customers tailor 
cores to their workload. The combined catalog is backed by 
over 350 patent and patent assets and a global ecosystem of 
more than 300 IP customers.

For Apex, the practical value lies in placing the unified engine 
inside an open, extensible RISC-V-based SoC platform with a 
continuous software environment from FPGA prototype through 
ASIC. More broadly, the same platform supports a range of 
custom ASIC and ASSP programs. An automotive radar team 
could combine RISC-V control, DSP, and NPU IP in a sensor SoC. 
An industrial robotics team could pair a high-performance MIPS 
RISC-V cluster with customer accelerators and RISC-V safety 
cores. A connected-device team could build an ultra-low-power 
ASSP around RISC-V and a customer-specific inference block. 
In each case, the underlying model is the same: a software-to-
silicon path built around reusable processor, subsystem, and 
software components.

The engagement with Apex begins with a clear division of labor. 
Apex brings its differentiated technology: the unified engine, 
expressed as synthesizable RTL with a standard AXI interface. 
MIPS provides everything else needed to turn that block into 
a complete, productizable SoC. This includes the CPU cluster, 
memory controller, PCI Express interfaces, network-on-chip 
fabric, peripheral set, and software stack that runs on top. 
Linux boot flow, standard drivers, application framework, and a 
development kit are also ready for customer use.

The working relationship we observed is best described as a 
tight feedback loop rather than a transactional handoff. Apex 
drops a version of the RTL, the MIPS team synthesizes it against 
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the target GlobalFoundries process, identifies any timing or 
design rule issues, and back propagates the specific problems 
with proposed paths to resolution. The framing matters. 
Traditional design services engagements often run on a model 
of “this does not work, fix it,” with the design house and the 
foundry attributing responsibility to the other when something 
fails. The integrated model we describe here runs on “this does 
not work, let us figure out how to fix it together,” because the 
design team and the foundry sit inside the same company.

According to Unlu, one of the most visible savings to date has 
been removing a major cost driver in a typical FPGA-to-ASIC 
project: the need for a dedicated back-end engineering team. 
Apex did not need to hire backend designers, place-and-route 
specialists, or sign-off engineers, because MIPS provides those 
functions as part of the deliverable. For an investor-funded 
startup, that translates directly into runway preserved for the 
work that differentiates the product.

The foundry awareness piece runs deeper than most observers 
realize. Because MIPS is now part of GlobalFoundries, its 
engineers have flexible access to the foundry’s process design 
kits, standard cell libraries, and IP catalog that GlobalFoundries 
has assembled through years of acquisition and licensing. 
Where an external design house has historically needed to 
request approvals, sign separate non-disclosure agreements 
and wait on procurement for each piece of third-party IP, the 
MIPS team can seamlessly pull what is needed and move 
forward. With the ARC acquisition, MIPS will operate with one 
of the broadest internal IP portfolios available in the industry. 
Kerry Ong, one of the MIPS engineers on the Apex engagement, 
described this as a fundamental change in how IP integration 
is sourced. GlobalFoundries’ procurement scale also produces 
financial leverage with third-party IP providers, which gets 
passed through to the customer as a single, consolidated quote 
rather than a stack of marginal line items.

The expected timeline for Apex reflects that compression. The 
team is targeting tape-out by end-2026, with test silicon back 
from the fab shortly thereafter. From seed funding to first silicon 
in roughly 18 months is a pace the legacy multi-vendor model 
has historically not been able to match at this deal size.

Two further details are worth surfacing for any team 
considering this path. The first is software continuity. Because 
Apex developed its software stack on the FPGA prototype 
and the unified engine RTL is the same logic that will be in the 
ASIC, most bring-up work on the new silicon is confined to the 
SoC level, Linux boot, drivers, and standard peripherals. MIPS 
owns that entire surface area as part of the deliverable. The 

Where Atlas Explorer Fits 
The Apex engagement did not use MIPS 
Atlas Explorer, a simulation and architectural 
exploration environment that can be folded 
into the early stages of a Prototype-to-Product 
engagement. The software provides customers 
with additional architectural confidence before 
committing to RTL handoff.

Atlas Explorer is designed to support 
performance analysis on the MIPS processor IP 
itself, exploration of how a customer accelerator 
integrates with the MIPS chassis, and tuning of 
the configuration knobs that affect throughput, 
latency, and power. For a team that arrives with 
a set of algorithms or a data flow diagram rather 
than a finished prototype, Atlas Explorer becomes 
the modeling layer that turns a workload 
description into a SoC architecture. For a team 
like Apex that arrived with a working FPGA, the 
tool remains available but was not on the critical 
path.

The broader point is that the integrated offering 
is designed with flexibility to meet customers 
where they are. A team starting from a software 
framework can begin with Atlas Explorer. A team 
starting from RTL can begin with synthesis. 
The same accountable partner sees the project 
through to tape-out either way.



HyperFRAME Research. All rights reserved. 2026

5

application software, compiler, runtime, and model deployment 
tooling all carry forward unchanged from the FPGA to the 
ASIC. That means Apex can sell software, engage customer 
integrations, and validate workloads on the FPGA platform 
today while the silicon is in fabrication, and the customers that 
take delivery of the ASIC inherit the same software environment 
they already learned on. The risk of a separate, post-tape-
out software effort, which is a common point of failure in 
custom silicon programs, is largely absorbed by the workflow 
architecture of the engagement.

The second is iteration speed. The Apex team can change a 
block in the FPGA design, run their toolchain, and validate the 
change in roughly 30 minutes, a feedback loop that simulation-
based flows on competing platforms typically measure in hours 
per cycle. That iteration speed is preserved through tape-out 
because the design path runs continuously from FPGA to ASIC 
rather than starting over inside a separate vendor environment. 
Apex also intends to keep the FPGA setup operational beyond 
first silicon to accelerate next-generation chip design.

A final architectural point deserves attention because it 
addresses a common objection to going custom for AI 
workloads. ASICs are often criticized as a bet on a single 
workload that may not survive the next architectural transition 
in AI, such as a mixture of experts, state space models, or 
whatever else the field produces over the next 36 months. Unlu’s 
response to this is structural. Apex’s unified engine is built 
from primitives that the field has not abandoned in any of its 
transitions to date: matrix multiplication, softmax, element-wise 
operations. These are configured as Lego-style blocks rather 
than a single rigid pipeline. As long as matrix multiplication 
remains the dominant operation in most transformer-derived 
architectures (which continues to be the case today), the 
architecture remains highly relevant. A complementary 
observation was also made by the MIPS engineers. A team 
that wants additional flexibility can incorporate programmable 
logic inside the ASIC itself, capturing most of the ASIC power, 
performance, and area advantage while preserving meaningful 
reconfigurability. The Prototype-to-Product path supports either 
choice. The result of this flexibility and speed of the overall 
process is that while workload drift is always going to be a real 
concern, this risk reduction makes it a much less compelling 
reason to remain on FPGA long-term.

De-Risking the Early-Stage Venture 

For investors backing companies like Apex, 
the FPGA-to-ASIC transition is the moment of 
maximum exposure. Entry-level ASIC programs 
at mature nodes can still require low-seven-figure 
investments in tape-out costs alone. This figure 
does not include the back-end engineering team 
a startup would otherwise need to hire to manage 
the design house and the foundry separately. 
First silicon may or may not work. When it does 
not, the question of which vendor owns the fix 
can consume months while each party plausibly 
attributes fault to the other. The blame game is 
difficult to manage for startups and erodes any 
time-to-market advantage from the pitch deck.

The Prototype-to-Product path collapses that 
exposure into a single accountable relationship. 
One organization owns design, integration, 
foundry interaction, and software bring-up. 
When something breaks, there is ‘one throat to 
choke’, a framing that has applied to enterprise 
technology procurement for decades and applies 
just as well to silicon. The investor sitting on the 
cap table sees a tighter timeline to first silicon, 
fewer headcount lines in the burn plan, and a 
meaningfully lower probability that the company 
spends a quarter arguing about responsibility or 
fault while the runway evaporates.

For early-stage investors or other innovators 
evaluating physical AI silicon companies, this 
level of integration has historically been difficult 
to access. Now, the option to avoid the legacy 
multi-vendor process may become compelling as 
the model proves out in the next 18 months.
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The Result: What This Means 
for Apex Compute in the Market 
Assuming the end-of-year tapeout for test silicon proceeds 
on plan, Apex emerges from this engagement with a chip that 
meaningfully strengthens the conversation with its target 
customers. The clock speed jump from FPGA to ASIC reorders 
what workloads are tractable at the edge. Models that the FPGA 
could only run previously in demonstration mode now become 
candidates for production deployment. The power envelope, 
already inside five watts on the prototype, tightens further 
on custom silicon at a higher frequency and performance so 
much lower energy-use-per-inference and lower latency. The 
production ASIC will socket into battery-powered and thermally-
constrained designs that simply cannot host a Jetson or 
comparable GPU-based solution.

The differentiation story carries through this transition. In 
the MIPS and GlobalFoundries flow, the Apex unified engine 
optimized for GPT workloads sits at the center of the silicon as 
the differentiating block, with the MIPS RISC-V CPU complex, 
network-on-chip, memory subsystem, peripherals, and software 
stack forming the productization chassis around it. This 
structure supports a startup competing on architectural novelty 
because the architectural signature the customer paid to 
develop remains visible in the shipped product.

Commercialization is enabled in parallel with silicon 
development, not after it. Because the software stack carries 
forward unchanged from FPGA to ASIC, Apex is already 
engaging the IoT, connectivity, and industrial customer base 
today on the FPGA platform. This enables the company to 
build reference integrations and educate buyers on what local 

generative inference unlocks for installed bases that have 
historically relied on cloud round-trips or remained entirely 
uninstrumented. Unlu believes that many of these customer 
categories, such as dashcams, smart cameras, and telemetry 
units in connected vehicles, do not yet appreciate the capability 
shift that local transformer inference makes possible at five 
watts and under. The time spent during fabrication is time 
spent shaping that market. When the ASIC arrives, the demand 
pipeline is already constructed from the FPGA relationships.

There is a sovereignty dimension to the MIPS-GF process that 
we expect to matter increasingly to Apex’s customer base. 
Both the design work and fabrication occur in the U.S., within 
GlobalFoundries facilities that received an award of up to $1.5 
billion in CHIPS Act funding in November 2024 to support 
continued U.S. expansion. For customers in automotive, 
defense-adjacent industrial markets, certain categories of 
robotics, and the growing list of buyers responding to data 
sovereignty requirements in the European Union, India, 
and elsewhere; supply chain integrity is becoming a hard 
requirement rather than a preference. In the U.S., Apex does 
not have to argue this case from a foreign foundry footprint 
because it is built into the engagement. GlobalFoundries is big 
enough that later expansion to global fabs (i.e., Germany and 
Singapore) is possible.

The commercial implication is straightforward. Apex can 
credibly approach a connected vehicle telemetry firm 
managing tens of millions of endpoints, or an industrial camera 
vendor sitting on a ten-year refresh cycle, and offer a silicon 
product that fits their power, performance, cost, and supply 
chain requirements. The FPGA prototype could open those 
conversations, while the ASIC will close them.
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Looking Ahead: The Wider 
Market Reconsiders the Old 
Process
What is happening inside GlobalFoundries, in our view, goes well 
beyond a simple marketing or partnership arrangement. With 
MIPS now operating as a GlobalFoundries company and the 
announced ARC acquisition closed as of this brief, the company 
is assembling an integrated stack that combines CPU and 
DSP IP, neural processing unit cores, design services, foundry 
capacity, and software enablement inside a single accountable 
organization. The strategic frame that both companies’ 
leadership use for this is Physical AI, the broad category of 
untethered, non-cloud-hosted inference workloads that run in 
industrial equipment, vehicles, robotics, wearables, and the 
long tail of embedded devices. These are all endpoints that 
the current AI cycle is now reaching, in many cases for the first 
time. The 12LP+ and 22FDX process nodes that anchor Apex 
and similar customers are designed specifically for this space, 
with GlobalFoundries positioning 12LP+ as delivering many of 
the performance characteristics associated with 7nm-class 
designs at materially lower NRE cost. For a rapidly growing 
segment of fabless companies that need credible silicon but 
cannot justify a $30 million mask set bill at the leading edge, 
those economics matter as much as the design services do.

Various industry estimates (e.g., Mordor Intelligence, 
MarketsandMarkets) place the growing edge AI hardware 
market between roughly $25-$30 billion in 2025 and 2026, with 
credible projections of $58-$80 billion or more by the early 
2030s, increasing at a compound annual rate between 17-
23% depending on the source and definition. ASIC and neural 

processor architectures already hold close to half of the edge 
AI hardware market and are growing faster than the overall 
category. The transition the Apex engagement represents 
(FPGA prototype validated, then converted to custom silicon for 
volume deployment) is the market motion currently in progress 
across a growing number of edge AI startups and embedded 
silicon programs. This is not a theoretical future state.

The legacy model continues throughout the rest of the industry: 
working through outside design firms and brokered design 
service relationships, in a pattern that was the norm when MIPS 
itself was an independent licensor. That model still works for 
the largest customers ordering hundreds of millions of units. 
It is not suitable for the wave of small, architecturally novel 
companies that the current AI hardware cycle is producing. It 
is also increasingly difficult to access at all without the volume 
commitment that those novel customers cannot make.

The implication is that entities of all sizes and maturity 
levels (startups to established players trying to keep up in an 
exploding market) now have an alternative when they reach the 
Prototype-to-Product transition. They can elect the integrated 
path, with one partner, one set of timelines, and one margin 
line, or they can run the older multi-vendor process and accept 
the time, cost, and existential risk that comes with it. Once the 
integrated alternative proves itself with working test silicon in 
significantly compressed time and risk profiles, the older model 
will become harder to justify for many customers, particularly 
those in the emerging wave of smaller, architecturally 
innovative teams. We expect competitive pressure from this 
shift to push other foundry and IP combinations toward similar 
integration, either through acquisition or through deeper service 
partnerships, because the customers will increasingly ask for 
“...what Apex Compute got.”
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